
In the Proceedings of the 7th International Symposium on Distributed Autonomous Robotic Systems (DARS'04)
pp191-200, Toulouse, France, June 23 - 25, 2004

Emergen t Rob ot Di�eren tiation for
Distributed Multi-Rob ot Task Allo cation

Torbjørn S. Dahl1, Maja J Matarić2, and Gaurav S. Sukhatme2
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Summary . We present a distributed mechanism for automatically allocating tasks
to robots in a manner sensitive to each robot's performance level without hand-
coding these levels in advance. This mechanism is an important part of improving
multi-rob ot task allocation (MRTA) in systemswhere communication is restricted or
where the complexity of the group dynamics makes it necessaryto make allocation
decisionslocally. The general mechanism is demonstrated as an improvement on our
previously published task allocation through vacancy chains (TAVC) algorithm for
distributed MRTA. The TAVC algorithm usesindividual reinforcement learning of
task utilities and relies on the specializing abilities of the members of the group to
produce dedicated optimal allocations. Through experiments with realistic simula-
tor we evaluate the improved algorithm by comparing it to random allocation. We
conclude that using softmax action selection functions on task utilit y values makes
algorithms responsive to di�eren t performance levels in a group of heterogeneous
robots.

1 In tro duction and Motiv ation

Multi-robot task allocation (MRTA) algorithms for heterogeneous groups of
robots have to be able to differentiate between robots based on their perfor-
mance in order to optimize allocation. Existing MRTA algorithms [?, ?] gener-
ally do this based on hand-coded information about the task utilities relative
to each robot. Using hand-coded task utilities, however, these algorithms are
typically not sensitive to the effects of group dynamics, such as interference
and synergy. These effects typically have to be estimated at runtime as they
are difficult to model due to their volatility and complexity.

We have previously [?] presented a model of distributed MRTA as task dis-
tribution through vacancy chains, a distribution process common in animal
and human societies [?]. We have also presented an algorithm based on task al-
location through vacancy chains (TAVC) that validated our TAVC model and
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demonstrated improvements in performance over existing MRTA algorithms
in dynamic domains. The TAVC algorithm is a partial solution to the prob-
lem of modeling the effects of group dynamics. The original TAVC algorithm,
however, only optimized allocation for homogeneous groups of robots and was
not designed to differentiate between robots based on individual performance.

In this paper we show how softmax action selection [?], on an inter-robot
level, has the effect of reliably allocating high-performance robots to high-
value tasks. This provides us with a general mechanism for producing per-
formance sensitive task allocations in a distributed manner. We demonstrate
this mechanism by using it to extend our original TAVC algorithm. We also
present experimental evidence that the resulting allocation leads to an im-
proved group performance.

2 The Prioritized Transp ortation Problem

Cooperative transportation is a multi-robot MRTA problem where group dy-
namics can have a critical impact on performance. In the basic transportation
problem, a group of robots traverse a given environment in order to transport
items between the sources and the sinks. We call the time taken to traverse
the environment once from a sink via a source and back to a sink the traversal
time. To perform optimally on this task the robots must minimize the total
traversal time. The basic transportation problem is one of the sub-problems of
foraging [?]. If the locations of sources and sinks are given, the foraging prob-
lem is reduced to a problem of transportation. The prioritized transportation
problem extends the basic transportation problem by dividing the sinks into
sets of different priority.

When sources and sinks are spatially distributed into distinct pairs or
circuits, the optimal allocation will have to dedicate each robot to one of
these circuits in order to avoid the increased processing implied by crossing
between circuits. We call transportation tasks in such environments spatial ly
classi�able [?]. To optimize its performance on these transportation problems,
a group of robots must strike the correct balance between the different values
of tasks within a class and the different traversal times as defined by the
current levels of interference and synergy on each circuit.

3 Task Allo cation through Vacancy Chains

The inspiration for our TAVC algorithm is the vacancy chain process through
which resources are distributed to consumers. The typical example of resource
distribution through a vacancy chain is a bureaucracy where the retirement
of a senior employee creates a vacancy that is filled by a less senior employee.
This promotion, in turn, creates a second vacancy to be filled, and so on,
resulting in a chain of vacancies linked by the promotions. The resources that
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are distributed in this example are the positions, and the consumers are the
employees.

3.1 The TAV C Mo del

Here we generalize our previous TAVC model to include groups of heteroge-
neous robots. According to our model, any number of robots can be assigned
to tasks from a given class. Two tasks are in the same class if doing one affects
the efficiency with which it is possible to do the other. We restrict ourselves
to problems where these classes are disjunct.

When a robot, j , is assigned to a task from a class, i , currently being
serviced by a set of robots J , we say that service-slot, (i; J; j ) is filled. A
particular set of robots, J , servicing the same task, i , will have a mean task
processing frequency, ci;J , dependent on the degree to which the robots are
able to work concurrently without interfering with each other. The difference
in mean task processing frequency together with the task value, wi , define the
contribution of the last robot added or the last service-slot filled. We call this
contribution, which can be negative, the slot-value, si;J ;j . The formal definition
is given in Equation 1. When assigning an additional robot to a task leads
to a decrease in the task processing frequency, the slot-value correspondingly
becomes negative.

si;J ;j = wi (ci;J [f j g � ci;J ) (1)

In a scenario where the service-slots are allocated optimally, i.e., where
the total value of the filled service slots are maximized, a failure in a robot
servicing a high-value task will result in an empty high-value service-slot that
must be re-allocated to reestablish optimality. Expressed in the vacancy chain
framework, a vacant, high-value service-slot is a resource to be distributed
between the robots.

The TAVC model formalizes the system level performance-related effects
of group dynamics in terms of individual time measurements. Hence, it can
be used as a model for optimizing MRTA problems that satisfy the greedy
property [?] such as homogeneous MRTA. To optimize problems that do not
satisfy this property, such as heterogeneous MRTA, it is necessary to intro-
duce elaborations and additional allocation mechanisms such as the emergent
performance-based robot differentiation mechanism presented here.

3.2 The TAV C Algorithm

In the TAVC algorithm, each robot keeps a local estimate of task utilities
and choses its next task according to an action selection function. The TAVC
algorithm uses Q-learning for task utility estimation. As Q-learning is time
insensitive, it is necessary to make the temporal aspect of performance explicit
in the reward function in order to use Q-learning to improve performance over
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time. We used a reward function based on the last task processing time, t,
and task value, wi as presented in Equation2

r =
wi

t
(2)

This reward function promotes the tasks with the highest value because
these will on average provide a higher reward. However, if a robot consistently
occupies a service-slot that is sub-optimal due to too much interference, the
increased average traversal time will reduce the average reward for that slot
below the average reward of the optimal service-slots. This change in average
reward will attract the robot back to an optimal slot.

3.3 Softmax Action Selection as a Performance Di�eren tiator

When robots keep a set of task related utilities, different functions can be
used to select the next task to undertake based on these utilities [?]. With a
Greedy-� function, all the tasks, apart from the one with the highest utility,
have equal probability, � , of being explored. With a softmax function however,
the probability of trying a suboptimal task is correlated with the relative es-
timated utility of that task. Our contribution in this paper is to demonstrate
that the use of a Boltzmann softmax function on a task-selection level, has
reliable effects on an inter-robot level, where it functions as a mechanism for
allocating high-value tasks to high-performance robots. A robot that on aver-
age can service tasks in time p will have a difference in estimated task utility
that correlates with the expression wh � w l

p where wh and wl are the values
of high- and low-value tasks respectively. A fast robot with a lower average
service time p will have a correspondingly higher difference between the esti-
mated utility of high- and low-value tasks. Using a softmax action selection
function, this greater difference in estimated utility theoretically translates
into a greater probability of servicing high-value tasks. Such persistence will
lead to the fast robots servicing high-value tasks and may, depending on the
group dynamics and the task values, lead to the slow robots servicing low-
value tasks.

4 Con troller Arc hitecture

All the robots in the experiments presented here used the same adaptive,
behavior-based controller [?]. However, our TAVC algorithm and the perfor-
mance sensitive robot differentiation mechanism we present here are indepen-
dent of the underlying control architecture, being defined purely in terms of
task utilities and the action selection function.

The robots were divided into two groups in order to make them heteroge-
neous. The first group was made to operate at a default speed of 300 mm/sec.
The second group had a default speed of 200 mm/sec. The speeds were chosen
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to be equidistant from the speed used in our homogeneous robot experiments
[?] in order to preserve the distribution where three robots served the high-
value circuit and three robots serving the low-value circuit. This general dif-
ference in task processing speed encompasses more specific differences such as
differences in robot morphology and task competence. The results here there-
fore generalize to all heterogeneous multi-robot systems where the differences
between the participating robots can be expressed in terms of differences in
task processing speed.

The input- or state-space reflected which circuit the robot used for its
last traversal. The action space corresponded to the available tasks. For two
tasks and six robots this resulted in six two-by-two Q-tables or 24 Q-values.
The robots used temporal difference Q-learning [?] to associate the different
input states with one of the high level approach behaviors. The Q-tables were
initialized with random values between � 0:1 and 0:1, the learning rate, � , was
set to 0:1, and the discount factor, 
 , was set to 0:95. For action selection we
used either a Greedy-� or a Boltzmann softmax function. For the Greedy-�
function, � was set empirically to 0:1. For the Boltzmann softmax function, the
temperature parameter � was set empirically to 0:005. With these values the
experimentation rate was significant without being overwhelming. Because we
wanted the system to remain adaptive to changes in the environment we did
not decrease � or � over time, as is common.

5 Exp erimen tal Design

Having previously performed experiments to demonstrate how the TAVC al-
gorithm with a Greedy-� action selection function allocates tasks in a group of
homogeneous robots [?], the work focused on testing our hypothesis that using
a softmax action selection function would make a MRTA algorithm sensitive
to differences in robot skill levels.

The experiments were done in simulation on the Player/Stage software
platform. From experience, controllers written for the Stage simulator work
with little or no modification on real Pioneers. The experiment used simulated
Pioneer 2DX robots with SICK laser range-finders and PTZ color cameras and
took place in a twelve by eight meter environment with two sets of sources
and sinks. Figure 1 shows a graphical rendering of the simulated environment,
with the sources and sinks labeled.

The sources and sinks were simulated bar-codes made from high-reflection
material and recognizable by the laser range finder. We call the circuit with the
highest related reward the high-valuecircuit and correspondingly, the circuit
with the lowest related reward is called the low-valuecircuit.

In previous experiments with homogeneous robots [?], in order to produce
a task allocation where three robots serviced one circuit and three robots
serviced the other circuit, it was necessary that it was less attractive to the
robots to be one of four robots servicing the high-value circuit than to be one
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Fig. 1. The Simulated Environment with Circuits Indicated

of three servicing the low-value circuit. We empirically estimated the relevant
average traversal times. To satisfy the given constraints we chose the circuit
values as used in the reward-function given in Equation 2 to be w1 = 2200 and
w2 = 2000. Assuming that the allocation with three robots on each circuit
persists in the case of heterogeneous robots, the optimal allocation in terms
of the TAVC model is to have the three fast robots on the high-value circuit
and the three slow robots on the low-value circuit.

We had two aims for the heterogeneous robot experiment. First, to test
whether the modified TAVC algorithm would produce the allocation predicted
to be optimal by the TAVC model, where the three fast robots serviced the
high-value circuit and the three slow robots serviced the low-value circuit.
Second, to demonstrate that this allocation improved the performance of the
system to a level significantly above the performance level of a group where
tasks were allocated randomly.

6 Results

We defined a convergence period of 15 hours based on the stability of the sys-
tem performance. The current allocations was identified by looking at which
of the robots visited the high-value circuit last. We used three fast and three
slow robots, yielding fifteen possible system states. We refer to each state us-
ing the notation f : s, where f is the number of fast robots whose last target
was on the high-value circuit. Correspondingly, s is the number of slow robots
whose last target was on the high-value circuit. The columns labeled �̂ a and
sa in Table 1 show the mean and standard deviation of the time the system
spent in each of the states while running the modified TAVC algorithm. The
values are percentages of the total stable period. The columns labeled �̂ r and
sr give the mean and standard deviation of the time the system spent in each
of the states for a set of 15 trials using a group of robots that randomly chose
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between tasks. The column labeled T lists the combinatorial probability of

f : s �̂ a sa �̂ r sr T �̂ a � �̂ r
�̂ a � �̂ r

�̂ r

0:0 0.2 0.2 1.4 0.5 1.5 -1.3 -0.88
0:1 1.5 1.2 3.4 1.7 4.7 -3.2 -0.67
0:2 2.0 2.6 5.0 1.4 4.7 -2.7 -0.58
0:3 0.5 0.7 2.0 1.1 1.5 -1.1 -0.70
1:0 2.9 1.6 3.6 1.4 4.7 -1.8 -0.38
1:1 12.1 4.9 13.5 3.3 14.1 -2.0 -0.14
1:2 14.4 6.1 14.4 2.4 14.1 0.3 0.02
1:3 4.1 2.7 4.0 1.4 4.7 -0.6 -0.13
2:0 7.0 5.0 5.1 1.2 4.7 2.3 0.48
2:1 19.4 7.4 15.7 2.3 14.1 5.30 0.37
2:2 18.5 5.0 14.7 3.0 14.1 4.4 0.3
2:3 5.7 3.6 4.4 2.4 4.7 1.0 0.20
3:0 2.7 4.1 1.7 0.6 1.5 1.2 0.78
3:1 5.2 4.6 5.2 1.6 4.7 0.5 0.10
3:2 3.3 2.6 4.2 1.2 4.7 -1.4 -0.29
3:3 0.7 0.7 1.5 0.8 1.5 -0.9 -0.56

Table 1. State-Time Dist. for HeterogeneousRobots

choosing a sample of size f from a population of g = 3 fast robots as well
as choosing a sample of size s from a population of h = 3 slow robots. This
probability is given in Equation 3. It is worth noticing that the time distri-
bution produced by random allocation is closely aligned with the theoretical
estimate, though the differences are statistically significant.

T =
100g!h!

f !(g � f )!s!(h � s)!2g2h (3)

The difference between the state-time distribution produced by the mod-
ified TAVC algorithm and the distribution produced by random allocation is
presented in the column labeled �̂ a � �̂ r . This difference is presented as a
percentage of the mean times from the random distribution, �̂ r , for each state
in the last column, labeled �̂ a � �̂ r

�̂ r
. The difference between the distributions

produced by the adaptive controllers and the random controllers, i.e., the last
two columns, are also presented graphically by the two histograms in Figure 2.

Over these 15 experiments, the increase in time spent in state 0 : 3 is sta-
tistically significant. In the second histogram in Figure 2 the optimal state,
0 : 3, stands out as the state with the highest relative increase in time. This
confirms that the group’s set of Q-tables have converged to promote the state
defined as optimal according to the TAVC model. The performance data also
show that the performance of a group of robots controlled by the TAVC al-
gorithm, 0.081 of target value per 10 seconds, is significantly higher than the
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performance of random allocation, 0.078 of target value per 10 seconds. To-
gether, the state-time distribution data and the performance data show that
the modified TAVC algorithm improve the group’s performance by adopting
a dedicated service structure that conforms to the predictions of the TAVC
model. The learned Q-tables show that, as predicted, the fast robots, on av-
erage, have higher estimated utilities for high-value tasks and higher average
differences between the estimated utilities of high- and low-value tasks.

7 Related Work

In addition to existing MRTA algorithms that rely on hand-coded information
about performance levels, task utility and group dynamics [?, ?], there is a
large body of work on modeling group dynamics.

Goldberg and Matarić [?] developed Augmented Markov Models, or tran-
sition probability matrices with additional temporal information, to learn sta-
tistical models of interaction in a space of abstract behaviors. Yan and Matarić
[?] have used multi-level modeling of group behaviors from spatial data to de-
scribe both human and robot activity. Lerman et al. [?] have studied three
different types of models of cooperation and interference in groups of robots:
sensor-based simulations, microscopic numerical models, and macroscopic nu-
merical models. Currently there are no models of the effects of group dynamics
with the speed, generality, and predictive accuracy necessary to specify the ef-
fects of interaction on task processing times in task allocation problems when
the aim is to constructing optimal schedules on the fly. Simulation-based mod-
els are in general too slow while macroscopic mathematical models make too
many simplifying assumptions in order to be of predictive use.

In the absence of models, learning has been used to increase the appli-
cability of both centralized and distributed MRTA and related scheduling
algorithms. In the L-ALLIANCE work by Parker [?], each robot explicitly
estimates its own performance and the performance of other robots on se-



Emergent Robot Di�eren tiation by Performance 9

lected tasks and uses these values to reallocate tasks by taking them over or
acquiescing. The L-ALLIANCE algorithm uses local utility estimates to make
local allocation decision, but needs hand-coded estimation procedures that
reduce the general applicability of this algorithm. Brauer and Weiss [?] use a
distributed RL mechanism for Multi-Machine Scheduling (MMS) where each
machine estimates locally the optimal receiver of the material it has processed.
This approach, like ours, uses local action selection and utility estimates. The
MMS problem however does not contain the complex group dynamics of the
transportation problem. Balch [?] studied performance-related reward func-
tions for robot using Q-learning. Our results build on Balch’s work and further
explore the use of local performance based reward functions for optimizing
group performance.

8 Conclusions

Our experiments show that when using a Boltzmann softmax function, the
modified TAVC algorithm was sensitive to the different operating speeds of
the robots and promoted the optimal state as defined by the TAVC model. As
a percentage of the total system time, the increase in time the system spent in
the optimal state is too small to create significant improvements in the perfor-
mance of cooperative multi-robot systems. Also, a comparison with random
allocation does not demonstrate the performance of the modified TAVC algo-
rithm relative to existing MRTA algorithms. For such purposes a basic greedy
allocation algorithm would have provided a better basis for comparison. Fi-
nally, we do not know how the TAVC algorithm would scale up to problems
that are too complex for each robot to evaluate every circuit, but it seems fea-
sible that satisfactory global solutions could emerge through migration based
on local interactions. In spite of these limitations, our results are important as
they show that the theoretical probability of using a softmax action selection
function to make distributed MRTA sensitive to different robot abilities does
translate into observable effects in realistic multi-robot simulations.
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